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Abstract
Visual context is fundamental to understand human actions in videos. However, the discriminative temporal information
of videos is usually sparse and most frames are redundant mixed with a large amount of interference information, which
may result in redundant computation and recognition failure. Hence, an important question is how to efficiently employ
temporal context information. In this paper, we propose a learnable temporal attention mechanism to automatically select
important time points from action sequences. We design an unsupervised Recurrent Temporal Sparse Autoencoder (RTSAE)
network, which learns to extract sparse keyframes to sharpen discriminative yet to retain descriptive capability, as well to
shield interference information. By applying this technique to a dual-stream convolutional neural network, we significantly
improve the performance in both accuracy and efficiency. Experiments demonstrate that, with the help of the RTSAE, our
method achieves competitive results to state of the art on UCF101 and HMDB51 datasets.

Keywords Temporal attention extraction · Action recognition · Temporal sparse autoencoder · Sequence reconstruction ·
Feature learning

1 Introduction

Action recognition in videos is an important problem in
computer vision and receives a lot of research interests in
this community. Recent computer-vision methods leverage
deep neural networks and large amounts of labeled data to
learn hierarchical visual representations, achieving remark-
able successes on realistic datasets [36,41,42]. With the
purpose of further boosting the recognition performance,
researchers try to take advantage of various visual clues to
assist the algorithm to understand video contents [23,34,52].
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Human actions are sequential in nature. The sub-actions
and their correlations constitute the temporal context, and this
intrinsic attributemakes the action recognition vary from still
image-based tasks [53]. It is quite hard to skirt temporal con-
text when differentiating actions shared similar sub-action
clips. Hence, many works employ context information to
boost the recognition performance in certain applications
such as intelligent surveillance, robotics and video content
search [6,23,53].

However, the context information is hard to be efficiently
harnessed. Two factors exist:

• Temporal interferences and confusion. In one video clip,
not all frames are relevant to the action label, and interfer-
ence information always exists in real-world videos [59].
Additionally, different categories of actionsmay have the
similar atom-motions. These problems may impair the
discrimination power of the video features on condition
that all frames in one video are treated equally [10].

• Non-adaptive context review. The complexities of human
actions are diverse. The contextual information required
for identifying different categories of actions are not the
same. If adopting the uniform length of context for the
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Fig. 1 A toy example of an unrolled adaptive Recurrent Temporal
Sparse Autoencoder (RTSAE) with 5 time steps. Left part is a recur-
rent encoder and right part is a recurrent decoder. The encoder has a

sparse output in temporal. Dashed circle means the attention gate of the
aLSTM is close, while solid one means it is open

sake of brevity, a recognition system will suffer from
excessive or insufficient computation [10,55].

Therefore, indiscriminate processing all frames of a video
for recognition is inefficient as far as computational costs
are concerned. Moreover, it may also result in poor perfor-
mance because of interferences and confusions in temporal
domain. Hence, it is natural to find out discriminative infor-
mation from the temporal context, and conduct recognition
according to it. To this end, key information-based techniques
begin to tread on the stage of action recognition [23,25,50].
Keyframe sequences canbeviewedas thediscriminative tem-
poral context. Theoretically, extracting keyframes can not
only bypass low-discriminative frames but also reduce the
amount of data, making the recognition results more reli-
able. Hence, the techniques on key information extraction
are highly required in real-world applications such as video
surveillance, large-scale retrieval and storage, etc.

However, due to the diversity of human actions, it is quite
hard to determine the features of keyframes suitable for all
kinds of actions. In practice, identifying different actions
requires different types and lengths of contextual informa-
tion [59], which decides certain methods are less efficient in
extraction long-range or transitory motion patterns [21,36].
Despite a challenging problem for computer-vision algo-
rithms, it is found that the human beings are quite good at
paying attention to important information during the obser-
vation [33]. Recent studies on cognitive neuroscience reveal
that the working mechanisms of human visual perception to
actions are based on attention [34], which inspires us to draw
an analogy in computer-vision systems to make it learn the
artificial attention mechanism from data.

In this paper, we propose a learnable temporal attention
mechanism to extract sparse and discriminative information
from video sequences. Following the idea that recogni-
tion triggered on attention moments, we design an adaptive
Recurrent Temporal Sparse Autoencoder (RTSAE) to learn
the attention selection mechanism from data. As is shown in
Fig. 1, the RTSAE model consists of two parts, an encoder

and a decoder, both of which are recurrent neural networks
(RNNs). The attention mechanism is learned by reconstruct-
ing the original video sequences with a low-rank constraint
in temporal. Our purpose is to employ this mechanism to
boost the recognition accuracy and reduce computation in
the action recognition. To verify this idea, we apply this
mechanism to an action representation model, namely the
dual-stream convolutional neural network (Fig. 5) and sig-
nificantly improve its performance.

Moreover, we find that highly discriminative information
with respect to the action category is sparsely distributed in
action sequences, which is one cause that results in redundant
computation and recognition confusion appeared in some
existing methods. We test our method on UCF101 [39] and
HMDB51 [22] datasets. The experiments demonstrate that
recognition according to these extracted attention moments
is more efficient, and more robust to inferences in temporal.
Employing the proposed RTSAE, the recognition model can
significantly reduce computation, and boost the recognition
performance, especially in certain complex and special sit-
uations. To summarize, our main contributions of this paper
are:

• We propose RTSAE, a learnable temporal attention
extractor, which is able to automatically select essential
time spots from action sequences. An attention-LSTM
(aLSTM) model and a novel parameterized radial basis
activation function are designed to support the features
of the RTSAE.

• As a distinctive feature, attention extraction and action
recognition are elegantly unified in thismulti-taskmodel.
And the two tasks are simultaneously optimized by end-
to-end training. This architecture-level design effectively
improves our model’s performances on these two tasks.
To the best of our knowledge, this is the first end-to-
end approach for jointly learning temporal attention and
action representation in one model.

• We experimentally verify that the attention mechanism
is effective and efficient in action recognition.
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The rest of this paper is organized as follows. In Sect. 2, we
briefly review the research status. We describe our temporal
attention model in Sect. 3, and the method of joint action
recognition and temporal attention extraction in Sect. 4. We
demonstrate our experimental results in Sect. 5 and conclude
our work in Sect. 6.

2 Related work

Since human actions are associated with their spatial and
temporal environments, many works [9,12,14,16,49,51,53]
attempt to utilize various of contextual clues to improve the
performance of action recognition. An important direction is
tomodel the actions’ sequentiality, i.e., temporal context. For
example, Fengjun and Fengjun [12] utilizes a Conditioned
HiddenMarkovModel (CHMM) to construct view-invariant
recognition. Xia et al. [49] employs Hidden Markov Model
(HMM) tomodel temporal evolutions of action visual words.
Yale et al. [53] uses Conditional Random Fields (CRFs) with
latent variables to learn hidden spatio-temporal dynamics.
Sequence dynamics are more discriminative in the task of
complex action recognition. Therefore, it has the superiority
in distinguishing within-class and between-class correla-
tions, especially in the fine-grained action classification.

Discriminative information extraction in the temporal
context Not all frames are highly discriminative for clas-
sification [59]. Moreover, different actions need different
lengths of temporal context to make a reliable prediction.
Identifying long-term actions has to review a long context
while simple actions needs much fewer frames. Some meth-
ods process all frames indiscriminately, making the com-
putation unpractically large [41]. To solve aforementioned
problems, a few studies try to select keyframes or discrimi-
native motions from sequences, and conduct recognition on
summarized information. Liu et al. [25] defines multiple cri-
terions (orientation, intensity, and contour information) for
pose descriptor, and employs AdaBoost algorithm to select
keyframes in video sequence. Li et al. [23] employs boosting
method to extract key-poses, and conducted action recogni-
tion based on them. These methods had improvements both
in speed and accuracy. However, most of these works extract
keyframes based on pre-designed and weak-semantic fea-
tures, which makes them hard to adapt to different scenarios.

Attention mechanism in temporal context modeling
With recent advances in data-driven sequence learning

methodology, a few studies attempt to employ the atten-
tion mechanism to extract discriminative information from
images or videos. Attention is a mechanism that helps the
model remember certain aspects of the input [26]. Some
attention-based methods have shown superiority in compu-
tation and performance. For example, [34] utilizes visual
attention to infer the action category in videos by focusing

Fig. 2 A long short-term memory block. C represents the cell state. i ,
f and o are input gate, forget gate and output gate. ⊗ demotes element-
wise multiplication operation

only on the relevant places in each frame. Piergiovanni et
al. [31] designs a fully differential model, and introduces
temporal attention filters to learn the temporal structure from
videos. Pei et al. [29] introduces a temporal attention-gated
model to better deal with noisy or unsegmented sequences.
It extends the concept of attention model to measure the rel-
evance of each time step of a sequence. Wang et al. [46]
presents a weakly supervised architecture to directly learn
action recognition models from untrimmed videos without
the requirement of temporal annotation. Yeung et al. [54]
employs the reinforcement learning method to directly learn
to predict the temporal bounds of actions. Du et al. [10] intro-
duces a spatial-temporal attention mechanism to adaptively
identify key features from the global video context. Song
et al. [38] proposes an end-to-end trainable attention model
for human action recognition from skeleton data. It learns to
selectively focus on discriminative joints of skeleton within
each frame of the inputs and pays different levels of atten-
tion to the outputs of different frames. Additionally, attention
mechanism is also used in other tasks such as video question
answering [57] and object tracking [19].

3 Adaptive recurrent temporal sparse
autoencoder

3.1 Preliminary: temporal sparsity controlling and
aLSTMmodel

The Long Short-term Memory (LSTM) neural network [3]
is a variant of Recurrent Neural Network (RNN), which is
good at finding and exploiting long-range dependencies in
the sequence data.

The LSTMnetwork (Fig. 2) consists of a set of recurrently
connected sub-nets, known as memory blocks. The core of
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the LSTM is a self-connected memory cell, which stores the
state of the currentmoment. There are three special activation
units in the standard LSTM architecture, called “Gates”. The
InputGate determines if the newdata is permitted to flow into
the memory block. The Forget Gate learns to flush the con-
tents of the internal state. And the Output Gate determines
when the unit should output the value in its memory. If the
value of a gate is annihilated, the data flow from the other
nodes is cut off. The switching mechanism of gates, con-
trolled by the corresponding parts of the learnable weight
W , is implemented by the following composite functions:

it = σ(Wxi xt + Whi ht−1 + Wci ct−1 + bi ) (1)

ft = σ(Wxf xt + Whf ht−1 + Wcf ct−1 + bf) (2)

ct = ft ⊗ ct−1 + it ⊗ η(Wxc xt + Whcht−1 + bc) (3)

ot = σ(Wxo xt + Whoht−1 + Wco ct + bo) (4)

ht = ot ⊗ η(ct) (5)

where σ is the logistic sigmoid function, and η is the hyper-
bolic tangent function. i , f , o and c respectively represent
the input gate, forget gate, output gate, and cell activation
vectors. They have the same size as the output vector h.W is
the weight matrix, and it is composed by several subsections
such as Whi , Wci , etc. b denotes the bias term. The notation
⊗ is element-wise multiplication operation.

Temporal sparsity controlling If the outputs are anni-
hilated at nonsignificant time steps, the output sequence is
temporal sparse. In our scenario, we need two kinds of out-
puts. One is a vector ht which reserves the current hidden
state. The other one is a scalar at that indicates whether the
current time step is an attention moment or not. In this paper,
we propose an aLSTM model (Fig. 3). On the basis of the
classical LSTM model, a special attention gate is added to
generate scalar output. The attention gate conducts a radial
basis mapping

āt = p-ψ(‖Waot + ba‖), (6)

where Wa and ba are gating weight and bias. We propose a
parameterized radial basis activation function in this paper,
called parameterized-ψ (p-ψ). The function is defined as

p-ψ(x) = 1 − e(−x2/σ), (7)

where σ is a learnable parameter. One important attribute
of p-ψ is two-sided suppression (|x | → 0, p-ψ(x) → 0)
and two-sided activation (|x | → ∞, p-ψ(x) → 1) (Fig. 4).
When |x | → 0, the attention gate is closed, which means the
current time step is not selected to be an attention time step.

If the original sequence can be represented (reconstructed)
by a number of selected frames, these sparse time steps are
supposed to be meaningful. Since the switching of each gate

Fig. 3 The structure of aLSTM block. ψ denotes the attention gate

Fig. 4 The function form of p-ψ when σ = 2.98

is controlled by the learnable weights, attention mechanism
canbe learnedbypurposefully adding constrains to the objec-
tive function during training. We will introduce it in the
following subsection.

3.2 Temporal attention extraction using RTSAE

Unlike certain methods [13], we view the temporal attention
selection as a sequence reconstruction problem. Our basic
idea is that if the action sequence can bewell reconstructed by
a fewkeyframes, these sparse frames aremeaningful to be the
candidates of attention spots. Based on this idea, we design
an adaptive recurrent temporal sparse autoencoder network
(Fig. 1), namely the RTSAE. It consists of an encoder and a
decoder network, which are docked together.

The encoder Δ selects sparse attention moments from
original sequences. At each time step t , an input vector xt is
read into the encoder. Controlled by the learned mechanism
of attention selection, the attention gate is disable in most of
time, and it is opened only at few important time steps. These
special moments st = {st1, st2, . . . , stm} are extracted atten-
tion moments. The vector ot of the output gate is recorded at
each time step, and merged into a matrix O at the end of the
encoding phase:

O = [o1, o2, . . . , ot]. (8)
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Then, the decoding phase is started. The decoder� recon-
structs the original sequence. At each time step, the output
of the decoder network is a predicted vector kt of the cur-
rent time step. Opposed to the encoder, ideally, the learned
output gate should be open in most time steps. At the
end of the decoding phase, a sequence of decoding vector
{kst1 , kst2 , . . . , kstm } is achieved.

Owing to the fact that high-quality keyframe labeling in
action videos is hard to achieve, the RTSAE is learned in
unsupervised fashion.

In our scenarios, the learning objective is to utilize sparse
keyframes to reconstruct the original sequence. The objective
function contains two purposes: minimizing error between
reconstructed sequence and selected frames from original
sequence, while regularizing the amount of attention spots.
The vector oi corresponds to the value of the output gate at
one time step. If most oi in O are annihilating, we obtain a
temporal sparse representation. Further, if the remaining non-
vanishing vectors can well reconstruct the original sequence,
the purpose of attention selection is achieved. In our imple-
ment, the temporal sparsity is achieved by adding low-rank
constrain to the matrix O, and the attention selection is
achieved byminimizing the reconstruction losswhile forcing
the matrix O to be low-rank.

However, minimizing the rank of a matrix is a non-convex
problem. As suggested by matrix completion methods [24],
we make use of a convex relaxation based on the nuclear
norm. The nuclear norm is the best convex approximation of
the rank function over the unit ball of matrices. For a matrix
X , the nuclear norm ‖X‖∗ is the sum of its singular values :

‖X‖∗ =
∑

i

�(i,i), (9)

where �(i,i) is a singular value of X . The sub-differential of
a matrix’s nuclear norm can be easily obtained [35]. Given
the singular value decomposition

X = U�V T , (10)

the sub-differential of the nuclear norm is

X = UV T + W , (11)

where W is a matrix such that UTW = 0,WV = 0 and
‖W‖ < 1 [24].

Based on the aforementioned objective, the loss function
of the RTSAE is formally represented as follows:

M∑

i=1

[‖ ksti − xsti ‖2 − μ log(1 + ‖ hsti − hsti+1‖2)]

+τ‖ O ‖∗ + λ

T∑

t=1

‖ ot ‖1 + ϕ‖ ā ‖1, (12)

where M demotes the number of attention time steps, xsti
is the input vector of the encoder at the time step sti , hsti
and ksti is hidden states of the encoder and decoder (Fig. 1).
The first item of Eq. (12) penalizes reconstruction errors. The
second item is a negative log loss function which constrains
similarities of keyframes. Since its significance is relatively
weaker, its weight parameter μ is set to be 0.5. ‖ O ‖∗ is the
low-rank regularization item, where O is the output matrix
as mentioned in Eq. 8.

∑T
t=1 ‖ ot ‖1 and ‖ ā ‖1 are sparse

regularization items, where ot represents one column vector
in O, and ā is a vector consisted by attention values (āt
in Eq. 7) at each time step. τ , λ and ϕ are regularization
constants (we set μ = 0.5, τ = 0.02, λ = 0.05 and ϕ = 0.8
by cross-validation).

By minimizing the sum of loss over all sequences, the
RTSAE learns to place attention spots to the most discrimi-
native time steps of the input sequence, and picks the optimal
subset of frames.

4 End-to-end attention extraction and action
recognition

4.1 Overview of the RTSAE-DSCNNmodel

The RTSAE-DSCNN framework consists of two parts: the
data selection module is a RTSAE network, and the feature
extraction module is a dual-stream convolutional neural net-
work (DSCNN) [36]. At each time step (Fig. 5), a video
frame and its corresponding optical-flow image are read into
the dual-stream networks for feature extraction. Then, the
embedded RTSAE makes a decision to submit or discard the
current time step. For the selected frames, the feature maps
are continuously propagated into the deeper layers of the
dual-stream network. At each time step, a feature vector is
obtained, and it is fed into a long-term sequence classifica-
tion layer. Finally, after all selected frames are processed, the
model outputs the recognition result.

4.2 Action representation using dual-stream
convolutional neural network

The DSCNN model is constructed by two parallel con-
volutional neural networks (Fig. 5). Detailed configuration
is demonstrated in Table 1. It takes hybrid information as
input: video frames (still information) and the correspond-
ing optical-flow fields (dynamic information). At each time
step, they are separately fed into two convolutional networks
(represented by S-Net and T-Net) to obtain action representa-
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Fig. 5 Overview of the structure of the RTSAE-DSCNN model. The
blue and orange building blocks denote stacked convolutional and
pooling layers, while purple blocks are RTSAEs. Each building block
contains two or three sub-layers. Detailed configurations are listed in
Table 1. a Data flow propagates to the deeper layer when the current

frame (Ti ) is selected by the RTSAE. b The propagation will be trun-
cated when the RTSAE is close, hence unnecessary computation is
avoided. cThree kinds of building blocks in theRTSAE-DSCNNmodel.
This figure is best viewed on a color screen

Table 1 Network architecture of the DSCNN model used in the RTSAE-DSCNN model

Block Block 1 Block 2 RTSAE Block 3
Layer c11 c12 p1 c21 c22 p2 r t1 r t2 c31 c32 c33 p3

S-net

sz 3 3 3 3 3 3 128 128 3 3 3 3

ch 64 64 64 128 128 128 256 256 256 256

T-net

sz 3 3 3 3 3 3 128 128 3 3 3 3

ch 64 64 64 128 128 128 256 256 256 256

Block Block 4 Block 5 Gap fc
Layer c41 c42 c43 p4 c51 c52 c53 p5 p6 fc7

S-net

sz 3 3 3 3 3 3 3 3 1024 1024

ch 512 512 512 512 512 512 512 512

T-net

sz 3 3 3 3 3 3 3 3 1024 1024

ch 512 512 512 512 512 512 512 512

“c” means a convolutional layer, “p” and “gap” are max-pooling and global average pooling layers, “fc” denotes fully connected layer, and “rt”
denotes the hidden layers in the RTSAE. “sz” is the size of convolution kernel or nodes in fully connected layers, while “ch” is the number of
channels
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Fig. 6 Two important structures in the RTSAE-DSCNN. a Gated
feedforward propagation: data flow from lower layers of DSCNN is
truncated (at = 0) or released (at = 1) under the control of RTSAE. b
Parameterized dual-stream normalization. a Embedded RTSAE block,
b Hyper-parameter learning

tions in space and time. Both S-Net and T-Net are multi-layer
fully convolutional networks (FCNs). On top of them, a fully
connected fusion network (F-Net) conducts feature selection,
and generates action’s representation of the current time step.
Then, each short-term feature on selectedmoments is orderly
read into a high-level Long Short-Term Memory network to
extract the long-term action dynamics. Finally, the last hid-
den vector is classified by a softmax classifier.

There are a few important details in our design. We will
introduce them in the following subsections.

4.2.1 Gated feedforward propagation

During the end-to-end fine-tuning stage, the attention signal
āt will be multiplied by the activated feature maps from the
last multi-task feature extraction block (Fig. 6):

x′
s = xs ⊗ āt; x′

t = xt ⊗ āt (13)

where ⊗ denotes the element-wise multiplication, xs and
xt are feature maps from the last pooling layer of the S-
Net and T-Net. The gated feature maps x′

s and x′
t will be

forward propagated into the deeper layers of the DSCNN
network, and gradients of errors will be back propagated into
the RTSAE and multi-task feature extraction blocks (“Block
1” and “Block 2” inFig. 5) of theDSCNNnetwork to globally
optimize the whole model.

At prediction time, āt is compressed by a binary mapping

at =
{
1 if āt > 0.5
0 otherwise

(14)

To avoid unnecessary computation, the computation of the
current time step is stopped immediately when the attention
gate outputs 0. Then the RTSAE will process the next time
step at once. That is the fundamental reasonwhy unnecessary
computations are prevented by RTSAE (Fig. 5).

4.2.2 Dual-stream normalization and hyper-parameter
learning

The feature vectors from S-Net and T-Net are always not
scale-balanced, which makes the network hard to train and
attain the best performance. To address this problem, we nor-
malize the feature vectors for each dimension by

z̄s = zs/zsmax; z̄t = zt/ztmax (15)

where zs and zt denote the 1024-D feature vectors derived
from the global average pooling (GAP) layer of the S-Net or
T-Net, and zsmax and ztmax are the maximum values in vector
zs and zt.

In the original two-stream convolutional network [36], the
two sub-nets make equal contributions to the final classifica-
tion. However, we find the discriminative abilities of the two
nets are not always equal.1 Nevertheless, a priori weights for
S-Net and T-Net are hard to be manually assigned. Hence,
we introduce a learnable parameter wf to control the fusion
of the two nets, which is represented as

zf = σ

(
1

1 + wf
z̄s + wf

1 + wf
z̄t

)
(16)

where z̄s and z̄t are normalized global average pooling layer
feature from the S-Net and T-Net (Fig. 6), σ is the ReLU
activation function [37] in the F-Net, and zf is the weighted
fusion feature.

4.2.3 Accelerated attention selection

To speed up the attention selection, the input to the RTSAE
is a reduced-dimension vector. A sparse measurement matrix
[56] is employed to effectively convert the original data from
the image space to a low-dimensional, compressed space

xf = R (xs + xt)
2 xmax

(17)

where xmax denotes the maximum value in xs and xt , and xf
is the compressed 128-D feature. Thematrix R is constructed
by:

r(i, j) = √
3 ×

⎧
⎨

⎩

−1 with probability 1/6
0 with probability 2/3
1 with probability 1/6

(18)

where r(i, j) denotes an element in R. The matrix R has
been proved satisfying the Johnson–Lindenstrauss lemma
[2], which theoretically guarantees its Restricted Isometry

1 Statistically, S-Net performs slightly better than T-Net in most cases,
however, T-Net is irreplaceable in certain special cases.
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Property (RIP) that reserves the metric distance of data sam-
ples in a low-dimensional subspace.

4.3 Joint multi-task training

Although action recognition and attention extraction are
closely related, they are usually treated separately in research,
which means they can not be mutually optimized. Unlike
traditional approaches, we jointly carry out two tasks in one
model employing the idea of multi-task training. Multi-task
training is an approach to learn a problem together with other
related problems using a shared representation at the same
time. Many previous works have reported that multi-task
training can improve the performance on related tasks, espe-
cially when the datasets are not large enough [32,45].

The training of RTSAE-DSCNN consists of three major
stages.

Stage 1 We first train the DSCNN model. Since it consists
of two sub-nets, we train them in the standalone
mode. Both the S-Net and T-Net are built upon a
customized VGGNet model which is pre-trained
on the ILSVRC2012 dataset [37]. For the S-Net,
we fine-tune it on the Place205 dataset [58] and
UCF101 training set [39] to make it sensitive to
scenes and objects. For the T-Net, we fine-tune it
on the UCF101 and HMDB51 training set [22]. We
use the TVL1 optical-flow algorithm for the consid-
eration of speed and performance.

Stage 2 Next, we train the RTSAE on the TRECVID dataset
[28] in the unsupervised fashion. TRECVID is a
large-scale video dataset. We employ it to initial-
ize the RTSAE in unsupervised learning, and this
approach can avoid over-fitting. In this stage, the
RTSAE is embedded into theDSCNNnetwork.And
it takes the multi-task feature extraction blocks as
input. During this stage, the weights in the multi-
task feature extraction blocks are not updated.

Stage 3 At last,wefine-tune theRTSAE-DSCNNonUCF101
training set. In this stage, the decoder of the RTSAE
is removed. Gradients of errors will be propagated
throughout the whole RTSAE-DSCNN model and
tune all parameters in this model.

For the DSCNN network, we use the stochastic gradient
descent algorithm to train the network weights. Mini-batch
size and momentum are 32 and 0.9. Initial learning rate is set
as 10−2, decreased to 10−3 after 16K iterations, and training
stopped at 25K iterations. For the training of the RTSAE,
we use Adadelta algorithm with hyper-parameters ε = 10−6

and ρ = 0.95, and batch size was 32. During the global fine-
tuning, batch size is decreased to 16, and learning rate is fixed
as 10−3. The training is finished after 35K iterations.

Fig. 7 Searching for the optimal depth to embed the RTSAE module.
Action recognition accuracy on UCF101 test split 1 when the RTSAE
is embedded in different depths. p1, p2 and p3 denote three pooling
layers mentioned in Table 1

5 Experiments

5.1 Action recognition

Dataset To verify the effectiveness of our method, we con-
duct experiments on two challenging human action datasets:
UCF101 [39] and HMDB51 [22]. The UCF101 dataset con-
tains of 13,320 clips (101 actions categories) which are
collected from Internet videos. The HMDB51 dataset has
5100 videos distributed in 51 action classes. We take the
UCF101 dataset as primary training set, and transfer the
learnedmodel to the HMDB51 dataset. Additionally, we also
use the Place205 [58] and the TRECVID dataset [28] during
pre-training.

5.1.1 Exploration experiments

A. Hyper-parameters During our experiments, we find two
factors significantly affect the final results.One is the position
of the RTSAE in the whole model, and the other one is the
depth of the RTSAE. Hence, we investigate the setting of
these hyper-parameters.

The position of the RTSAE To search the optimal posi-
tion, we try to insert the RTSAE block into different depths
of the DSCNN model. Three positions (connected followed
p1, p2 or p3 layer of the DSCNN network) are selected to
be candidates, and the whole model is trained in the same
manner as introduced in Sect. 4.3. Figure 7 demonstrates the
results.

Generally, placing the RTSAE to a deeper layer is con-
ducive to obtain more robust keyframes. However, two
observations are considerable:

• The model is hard to attain the best recognition accuracy
when the RTSAE is embedded into shallower blocks.
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Table 2 Mean average precision of the RTSAE-DSCNNwith different
depths (on the UCF101 dataset)

Embedded position RTSAE depth
1 Layer 2 Layers 3 Layers

p1 87.2 89.6 90.1

p2 89.5 91.8 91.8

• Acceleration effectiveness of the RTSAE is not signifi-
cant enough if the RTSAE is placed to a deeper layer.

For the first observation, we argue that injecting super-
vised signal to lower layers will make the low-level features
prematurely specialize to the attention extraction task, which
is harmful to the high-level feature extraction. Therefor,
a better choice is to place the RTSAE to a deeper layer.
However, the second observation presents the contradictory
requirement. Recall Fig. 5, the computations prevented by
the RTSAE is from Block 3 to the last layer. Hence, to
obtain acceleration, the RTSAE had better be placed at a
shallower layer. It is easy to understand that, in the extreme
case (i.e., when the RTSAE is connected to the GAP layer
of the DSCNN network), it will not provide any accelera-
tion for the model. Hence, the RTSAE can not be placed to a
much too deep layer. After comparisons, we decide to con-
nect the RTSAE to the p2 layer of DSCNN network, which
is a trade-off between speed and performance. We observe
that when the RTSAE is in a proper depth, it is beneficial for
both feature extraction and keyframe selection.

The depth of the RTSAE Our preliminary experiments
reflect that the depth of the RTSAE also has a signifi-
cant effect on the final results. We conduct experiments to
investigate this problem. To achieve a fair comparison, we
temporarily fix the weights of the DSCNN model, so the
whole model is not fine-tuned.

The result is reported in Table 2. Generally, stacked multi-
layer RTSAE performs better than a single layer RTSAE.
However, considering the training time and memory con-
suming during unsupervised learning, we make a trade-off
between accuracy and speed, and decide to apply a double-
layer RTSAE to the final model.

Hyper-parameters in the object function There are four
parameters (μ, τ, λ, ϕ) in Eq. (12). We conduct experiments
to investigate the settings of these parameters. We first fix
μ, λ and ϕ to 0.1, and vary τ from 0.001 to 0.1 to test the clas-
sification accuracy. As shown in Fig. 8a, the model achieves
the best performance when τ = 0.02. Then we set τ to 0.02,
and vary μ from 0 to 1 to observe the effect of μ. As shown
in Fig. 8b, the test accuracy is stable whenμ is in the range of
0.3–0.6. So we choose 0.5 to be the default value of μ. Next,
we search the best value for λ. We set μ = 0.5, τ = 0.02,
and vary λ from 0 to 0.1. As shown in Fig. 8c, the classifica-

Fig. 8 Searching for the optimal parameters in Eq. (12)

tion performance achieves the best when λ = 0.05. Last, we
determine the value of ϕ. Since μ, τ and λ are achieved, we
turn ϕ from 0 to 1. As shown in Fig. 8d, the performance of
the model remains largely stable across a wide range of ϕ.
So ϕ is set to 0.8.

B. Data augmentation Many works have demonstrated that
data augmentation techniques are very effective to overcome
over-fitting [36,48]. However, most of previous works aug-
ment data on the spatial dimension, e.g. random cropping
or horizontal flipping. In this work, we apply two new data
augmentation methods in training the RTSAE-DSCNN.

• Spatial augmentation We adopt a corner cropping strat-
egy to reduce the effect of over-fitting [48]. For each
frame, we crop 5 regions (4 corners and 1 center of the
frame) with the size of 224 × 224.

• Temporal augmentation Specially, we design a tempo-
ral augmentation method to boost the performance of
the RTSAE. We randomly insert the same frames from
the current video or confusing frames from other exam-
ples to the original sequences, and force the RTSAE to
make correct decisions. We randomly select nearly 80%
of examples to generate videos. By this way, we try to
make the RTSAE more robust to disturbances in tempo-
ral.

As demonstrated in Fig. 9, with the increasing of data
augmentation, we observe a nearly continuous boosting on
the test accuracy. Our experiments demonstrate that temporal
augmentation is an effective method to resist over-fitting.

C. Binary mapping in the training time In the test time, we
conduct binary mapping for āt in order to cut unnecessary
computation. It is natural to ask if it is possible to conduct
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Fig. 9 Performance improvements achieved by spatial or temporal data
augmentation. With the increasing of data augmentation, we achieve a
nearly continuous boosting on the test accuracy. a spatial augmentation,
b temporal augmentation

the binary mapping as well in the training time. So we con-
duct the corresponding experiments to verify this idea. The
mean Accuracy Precision can only achieve 78.2 and 46.1%
on the test sets of UCF101 and HMDB51. We argue that
this is because the binarized truncation operation discards
the gradients of non-key time steps in backpropagation, so
the RTSAE can not learn to differentiate low-discriminative
frames form the whole sequences during the training time.
Additionally, we also try to use a binary neuron [7] to replace
the attention gate in the training and test time. However, we
find that the network is very hard to achieve convergence and
the best test performance is lower than 61% on UCF101. We
argue that the binary neuron may limit the model capability.
This problem is also reported in [7].

5.1.2 Baseline test

Next, we first conduct experiments using the RTSAE with
DSCNN network, and compare it with a strong baseline
method,which is called theAdaptiveRecurrent-convolutional
Convolutional Network [52] (denoted as Vanilla ARCH). To
adequately evaluate our improving, we investigate them in
three aspects: (1) accuracy, (2) adaptability, and (3) speed.

Table 3 Performance comparisons of the Vanilla ARCH, RTSAE-
ARCH and RTSAE-DSCNN on the UCF101 dataset and HMDB51
dataset

Method UCF101 (%) HMDB51 (%)

Vanilla ARCH (SMS sampling) 88.2 61.1

Vanilla ARCH (average sampling) 83.7 47.2

Vanilla ARCH+RTSAE (1 layer
RTSAE)

88.7 61.7

Vanilla ARCH+RTSAE (2 layers
RTSAE)

89.1 62.5

DSCNN+RTSAE (1 layer
RTSAE)

89.6 65.6

DSCNN+RTSAE (2 layers
RTSAE)

91.8 66.1

Fig. 10 Recognition accuracies on different lengths of actions. Vanilla
ARCH (blue and left) has a relatively poor performance on short-term
actions while the performance of the RTSAE-DSCNN (red and right)
is balanced on different lengths of actions (color figure online)

Recognition accuracy We follow the evaluation scheme
of the THUMOS13 challenge [18], and adopt the three train-
ing/testing splits for evaluation.

We compare three kinds of configurations: (1) Vanilla
ARCH action recognition model, (2) Vanilla ARCH model
with RTSAE attention extraction, and (3) DSCNN action
recognition model with the RTSAE. Table 3 presents the test
results. We can see that the RTSAE effectively improves the
Vanilla ARCH in recognition performance. The RTSAEwith
deeper dual-stream convolutional network are more power-
ful on still and dynamic feature extraction. It respectively
outperforms the Vanilla ARCH by almost 3.6 and 5.0% on
the UCF101 and HMDB51 datasets.

Adaptation on action duration As reported in [52],
although Vanilla ARCH is good at identifying long-term
actions, a drawback is relatively poor performance on short-
termactions or fast repeated cases.However, our experiments
reflect a fact that this problem may not be caused by the
progress of action feature extraction, but the pre-processing
methods, i.e., extraction keyframes or not. We analyze the
statistical results of the RTSAE-DSCNN on different lengths
of actions. In Fig. 10, we compare recognition results on
different lengths of actions. It can be observed that the per-
formance of the RTSAE is more balance on different lengths
of clips thanVanillaARCH,which indicates that theRTSAE-
DSCNN can better adapt to different cases.

Runtime analysis We also examine the performance on
computation speed in prediction time.We investigate the pro-
cessing time on one time step and one video example derived
from different methods.We analyze the total processing time
on the whole UCF101 dataset derived by different methods,
and calculate the mean processing time. All experiments are
run on twoNVIDIATeslaK80GPUs. The result is intuitively
compared in Fig. 11. the RTSAE-DSCNN is faster (2065ms
per time step) than the Vanilla ARCH in processing one time
step. This is because Vanilla ARCH has to process 6 frames
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Fig. 11 Time-consuming comparison. SMS denotes the keyframe
extraction method in the Vanilla ARCH model. a Comparing mean
elapsed time on processing one time step. b Comparing mean elapsed
time on processing one clip

(1 keyframe and 5 resampling frames) using 3D convolution
for one time step.Moreover, themean time on processing one
video is much shorter (6.92x in average) than vanilla ARCH.
This is because the number of keyframes extracted by the
RTSAE are less than the SMS algorithm in Vanilla ARCH.

5.1.3 Comparison to the state of the art

We compare our method with the state-of-the-art methods.
These methods can be categorized into two groups according
to the method of achieving action representations: (1) hand-
crafted methods, and (2) feature learning-based methods.

Results We report the action recognition performance in
Table 4 (UCF101 dataset) and Table 5 (HMDB51 dataset). In
these two tables, the upper part is feature engineering-based
methods and the lower part is all feature learning-basedmeth-
ods, including the current best hand-crafted feature (iDT) and
the widely used deep video feature (C3D).

Methods in the upper control groups in Tables 4 and 5
are all based on hand-crafted features such as Histograms of
OrientedOptical Flow (HOF),Motion BoundaryHistograms
(MBH), Trajectory, etc. Ourmethod outperforms thesemeth-
ods by a large margin, which demonstrates the advantage of
deep feature learning.

Methods in the second control group can be categorized
into two classes. References [5,11,20,21,36,41,42,47] are
based onCNNs, and [17,34,40,52,55] areRNN-relatedmeth-
ods. In these methods, Refs. [17,40,55] also take long-term
dynamics into consideration, however, thesemethods are rel-
atively rough in temporal modeling. They do not screen out
unimportant information from sequences. The most related
works to our method are [17] and [20]. The architecture in
[17] is similarwith outmethod; however, there is nokeyframe
selection in this method. Kar et al. [20] and our method
have the same motivation that recognition on discrimina-
tive frames. However, we achieve the attention mechanism
by data-driven sequence reconstruction while [20] adopts a

Table 4 Mean average precision. Comparison with state-of-the-art
models on UCF101 dataset

Methods Year UCF101 (%)

HOF+MBH [44] 2013 82.2

iDT+FV [43] 2013 87.9

MVSV [4] 2014 83.5

Slow fusion CNN [21] 2014 65.4

Two-stream ConvNet [36] 2014 87.6

C3D+ fc6 [41] 2015 76.4

LRCN [17] 2015 82.9

Composite-LSTM [40] 2015 84.3

LSTM [55] 2015 88.6

TDD [42] 2015 90.3

TSN [47] 2016 91.4

Two-stream fusion (VGG-16) [11] 2016 91.8

Vanilla ARCH [52] 2016 88.2

AdaScan [20] 2017 89.4

I3D [5] 2017 93.4

RTSAE-DSCNN 2017 91.8

Table 5 Mean average precision. Comparison with state-of-the-art
models on HMDB51 dataset

Methods Year HMDB51 (%)

iDT+FV [43] 2013 57.2

MVSV [4] 2014 55.9

ω-FLOW+VLAD [30] 2015 52.1

Two-stream ConvNet [36] 2014 59.4

Composite-LSTM [40] 2015 44.0

Soft-attention [34] 2015 41.3

TDD [42] 2015 63.2

AdaScan [20] 2016 54.9

Two-stream fusion (VGG-16) [11] 2016 64.6

Vanilla ARCH [52] 2016 61.1

I3D [5] 2017 66.4

RTSAE-DSCNN 2017 66.1

temporal pooling operation. This situation leaves its method
2.4% behind our performance on UCF101. Carreira and Zis-
serman [5] adopts a inflating 3DConvNet to leverage existing
2D ConvNet architectures and their parameters. It achieve
the best performance among all compared methods. How-
ever, the computation load is much larger than our method,
so the authors have to use 32 GPUs to train this model. When
combined with a complementary feature (iDT), our method
achieves 93.5 and 69.6% onUCF101 andHMDB51 datasets.

Interestingly, we try to combine the RTSAE with some
other action representation methods such as C3D [36] and
Two-stream ConvNet [36]. We use these methods to con-
duct feature extraction, and identify videos according to
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keyframes selected by the RTSAE. We find that these meth-
ods also obtain performance improvements by 0.20 and
0.13%. This indicated that the RTSAE is a method with uni-
versality, and it can be used as a building block by many
other methods. We believe there will be improvements by
fine-tuning these models.

5.1.4 Comparison with other keyframe selection methods

We also compare our method with some other keyframe
extraction methods, including SMS [52] in ARCH, Rank-
Tracing [1], and Superframes [15] algorithm.

• The RankTracing [1] algorithm extracts multivariate fea-
ture vectors from video frames and generates a feature
matrix. Then the feature matrix is factorized by singular
value decomposition. The rank of the singular vectors is
traced using a sliding window approach. By tracing the
computed rank, the keyframes and shot boundaries are
selected from the video.

• The SuperFrame [15] algorithm over-segments a video
into “superframes”, which are sets of consecutive frames.
It predicts an interestingness score for each superframe
using a combination of low-level image features, motion
features and other landmark detectors. Finally, the opti-
mal subset is selected using a 0/1-knapsack optimization
method.

The result (Fig. 12) demonstrates that the RTSAE is more
effective in improving the ARCH model on action recog-
nition task. We believe the reason is that most keyframe
extraction methods are designed for general-purpose appli-
cations (e.g., video summarization, event recognition, etc.),
but not specially designed for action recognition tasks. The
basic assumptions in these methods can not be satisfied in
action recognition task. So, these methods may have sub-
optimal performance. However, the selection mechanism of
the RTSAE is learned from action data, which could better
reflect the characteristic of action tasks. Although keyframes
achieved by the RTSAE is slightly more than other meth-
ods in few examples, the RTSAE achieves a good trade-off
between accuracy and sparseness.

Inverse analysis In Sect. 1, we propose a conjecture that
attention mechanism can help the action recognition model
reduce the computation and boost the accuracy by select-
ing the most discriminative information from sequences and
bypass non-keyframes. To inversely verify this hypothesis,
we try to push the discarded non-keyframes back into the
feature extraction sequences. We try to add non-keyframes
in different proportions. The result is plotted in Fig. 13.

With the increasing proportions of non-keyframes, the
recognition accuracy significantly decreases. This observa-
tion practically supports the conjecturementioned above, and

Fig. 12 Accuracies achieved by using different keyframe extraction
methods on UCF101 dataset

Fig. 13 Proportions of non-keyframes interfused into the recognition
sequences (horizontal axis) and corresponding recognition accuracies
on UCF101 dataset (vertical axis)

indicates the effectiveness of introducing temporal attention
mechanism in the action recognition task.

5.2 Video summarization based on keyframes

Although RTSAE is not specially designed for video sum-
marization, it also can be used as a standalone module. We
are also interested in investigating its behavior in video sum-
marization. It should be noted that there are different forms
of video summarization, e.g., keyframes, video skim, etc.;
however, we focus on keyframe-based summarization.

Dataset We evaluate our method on two benchmarks: the
Open Video Project (OVP) and the YouTube dataset [8]. The
OVP dataset consists of 50 video files (30 fps, 352 × 240
pixels). The YouTube dataset also have 50 videos, however
we remove cartoon videos and keep the rest 39 files. Both
of these two dataset have provided ground-truth keyframes
labeled by 50 users.

Baselines and evaluation metrics Following the agree-
ment of [13] and other previous studies, we use the standard
F-score metric to evaluate our result, which is defined as

F = P · R
0.5(P + R)

× 100% (19)
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Fig. 14 F-score performance of the compared video summarization
methods on the OVP and YouTube datasets. Results of compared meth-
ods are from published results [27]

where P and R are Precision and Recall. They are defined
as

P = nmatch

Np
× 100%; R = nmatch

Ng
× 100% (20)

where nmatch is the number of matched pairs, Np and Ng are
numbers of keyframes set and ground-truth set.

Results RTSAE is compared with several state-of-the-
art methods, including VSUMM1, VSUMM2 [8] and DT
[27]. As demonstrated in Fig. 14, our method outperforms
these leading methods on both two benchmarks. Although
the numbers of extracted frame are slightly more than other
method, the recall of the RTSAE is higher. To achieve a fair
comparison, we adopt the same settings as they are in the
action recognition task, and we do not conduct any extra
optimizations on this task. We believe our method can be
further improved.

5.3 Case studies

Duringour experiments,weobserve two interesting attributes
of our methods. The equal-interval sampling frames of two
typical cases discussed in this section are demonstrated in
Fig. 15. Upper two rows list two examples (“ApplyEye-
Makeup” and “ApplyLipstick). They represent a class of
samples that motion patterns are quite similar, while move-

Fig. 16 Selected keyframes of “LongJump” and “PoleVault” samples
in Fig. 15. Many similar frames are discarded by the RTSAE

ment ranges are small. This problem makes samples in these
two action categories easy to be confused with each other.
On both two examples, the T-Net makes wrong predictions.
However, the S-Net provides more reliable discriminability
on these cases. Since S-Net have learned a higher weight
(wf = 0.733, achieved by training), our method makes cor-
rect predictions finally on these two and some other similar
cases. This case reflects that unequal and data-driven hyper-
parameter learning in the dual-stream network is effective in
our method.

For the lower part of Fig. 15, they are “LongJump” and
“PoleVault” actions. Durations of these two video is longer
than5s.However, it should be noted that, inmore than60%of
their durations, players in these two videos aremonotonously
running. Since “running” is a common sub-action shared by
many categories, such kind of samples are easy to bemisclas-
sified to other groups. For these videos, the last 40% of the
time is crucial for the final decision. Our method also makes
correct predictions on these samples. The keyframes (Fig. 16)
extracted by the RTSAE account for this result. After check-
ing the keyframes, we find that most of repeated motions at
the beginning are not selected by the RTSAE, and only less
than 6 frames are preserved. The proportion of “running”
frames are less than 30% in the final keyframes, which prac-
tically make the network pay attention to the discriminative
moments.

Fig. 15 Sample frames of the “ApplyEyeMakeup”, “ApplyLipstick”, “LongJump” and “PoleVault” (from top to bottom)
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Fig. 17 The attention-score distribution of the sample
“v_Archeryg_01_c02” in UCF101

Fig. 18 The temporal attention moments of some selected examples
(“Archery”, “TaiChi”, “Diving”, “Diving” and “FrontCrawl”)

To visually observe the attention distributions, we employ
normalized attention-score tomeasure the attention extent on
each time step, which is defined as:

φt = ‖ ot ‖∑n
i ‖ oi ‖ (21)

For a given action sequence (“v_Archeryg_01_c02” in
UCF101 dataset), the attention-scores of all time steps are
listed in Fig. 17. It can be found that the attention spots
derived from the RTSAE are sparsely distributed. One inter-
esting fact is that we find the distributions of attention spots
derived by the RTSAE is consistent with our cognition
(semantic concepts) w.r.t. human actions. These cases are
verymatchingwith the definitions of certain actions (Fig. 18).
However, the selection mechanism of RTSAE is achieved
without any manual intervention.

6 Conclusion

In this paper, we propose a method of extracting important
attention spots from action sequences, with the purpose of
improving the accuracy in action recognition and adaptively

reducing computation. We propose a learnable attention
mechanismwhich is achieved by unsupervised learning. Fur-
thermore, we find a reason why the previous methods are
inefficient on certain cases, which may be helpful for further
studies. Experiments demonstrate that our method achieves
competitive performance to state of the art on UCF101 and
HMDB51 datasets. Since the current model is not compact
enough, as a futurework,wewill prune the connections of the
RTSAE-DSCNN, and compress it to be a smaller network.
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